




















































































































































































































































































































































































































































































































































































































































In[53]:= ChemicalSpaceFillingPlotfile_String :=

Moduleelements, pos, radii, names, colors, labels,

pos, elements =

First /@ Importfile, "VertexCoordinates", "VertexTypes";

radii = QuantityMagnitude@MapElementData#, "VanDerWaalsRadius" &,

elements;

labels = DeleteDuplicateselements;

names = ElementData#, "StandardName" & /@ labels;

colors = labels /. ColorData"Atoms", "ColorRules";

Legended

Graphics3DSpecularityWhite, 50,

MapThreadColorData"Atoms", #1, Sphere[#2, #3] &,

elements, pos, radii

, Lighting → "Neutral",

SwatchLegendcolors, names, LegendMarkers → "SphereBubble",

LabelStyle → DirectiveFontSize → 7.5





In[54]:= ChemicalSpaceFillingPlot"5hydroxytryptamine.sdf"

Out[54]=



In[55]:= {p1, p2, p3} = {{-1, 0}, {1, 2}, {2, 0}};

lines = InfiniteLine /@ Subsets[{p1, p2, p3}, {2}];

altPts = MapThreadRegionNearest[#1, #2] &, lines, Reverse[{p1, p2, p3}];

altLines = MapThreadLine[{#1, #2}] &, altPts, Reverse[{p1, p2, p3}];

iLines = ApplyInfiniteLine, altLines, {1};

center = {x, y} /. FirstSolve({x, y} ∈ #1 &) /@ iLines, {x, y};

GraphicsLightBlue, EdgeForm[Gray], Triangle[{p1, p2, p3}],

Blue, PointSizeMedium, Point[{p1, p2, p3}], PointaltPts,

PointSize[Large], Point[center], Gray, iLines, PlotLabel → "Orthocenter"

Out[60]=

Orthocenter

And here is the dynamic version. Note the orthocenter will be located outside the triangle if the 

triangle is not acute.

In[61]:= DynamicModule{pts = 5 {{-1, 0}, {1, 2}, {2, 0}}},

LocatorPaneDynamicpts, Appearance → Tiny,

DynamicGraphicsEdgeForm[Gray], LightBlue, Triangle[pts],

Gray, InfiniteLine /@ Subsets[pts, {2}],

PointMapThreadRegionNearest[#1, #2] &,

InfiniteLine /@ Subsets[pts, {2}], Reverse[pts],

MapThreadInfiniteLine[{#1, #2}] &,

MapThreadRegionNearest[#1, #2] &,

InfiniteLine /@ Subsets[pts, {2}], Reverse[pts],

Reverse[pts]

Out[61]=

(* solution to appear *)17.
Start with a two-dimensional random walk.18.

In[62]:= << EPM`

In[63]:= << EPM`RandomWalks`
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In[64]:= walk = RandomWalk10 000, Dimension → 2, LatticeWalk → False;

 = RadiusOfGyrationTensorwalk

Out[65]= {{1689.48, 1477.75}, {1477.75, 1495.96}}

The eigenvectors of the radius of gyration tensor, , point in the directions of greatest and 

smallest spans of the walk. The eigenvalues give a measure of how elongated the walk is in 

these directions. This can be seen by creating lines along each eigenvector of a length propor-
tional to the corresponding eigenvalues. In the computation below, the slope of the line is given 

by the y-coordinate of the eigenvector divided by the corresponding x-coordinate.

In[66]:= {λ1, λ2} = Eigenvalues[]

Out[66]= {3073.63, 111.809}

In[67]:= {{v1x, v1y}, {v2x, v2y}} = Eigenvectors[]

Out[67]= {{-0.729841, -0.683617}, {0.683617, -0.729841}}

In[68]:= {cmx, cmy} = Meanwalk

Out[68]= {-36.9605, -31.5695}

In[69]:= ev1 =
v1y

v1x
(x - cmx) + cmy // Expand

Out[69]= 3.05005 + 0.936665 x

In[70]:= ev2 =
v2y

v2x
(x - cmx) + cmy // Expand

Out[70]= -71.0292 - 1.06762 x

Putting all these pieces together, we create the function EigenvectorPlot that returns a plot of 
the original data set together with plots of the orthogonal lines and puts a large red point at 
their intersection, the center of mass.

In[71]:= EigenvectorPlotdata : {{_, _} ..}, tensor_,

opts : OptionsPatternListLinePlot :=

Module{T = tensor, cmx, cmy, λ1, λ2, v1x, v1y, v2x, v2y},

{λ1, λ2} = Eigenvalues[T];

{cmx, cmy} = Meandata;

{{v1x, v1y}, {v2x, v2y}} = Eigenvectors[T];

ShowListLinePlotdata, opts, PlotStyle → Thin,

GraphicsLinecmx - λ1, cmy -
v1y λ1

v1x
, cmx + λ1, cmy +

v1y λ1

v1x
,

Linecmx - λ2, cmy -
v2y λ2

v2x
, cmx + λ2, cmy +

v2y λ2

v2x
,

PointSize[Large], Red, PointMeandata, AspectRatio → Automatic
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In[72]:= << EPM`RandomWalks`

In[73]:= SeedRandom[4];

walk = RandomWalk10 000, Dimension → 2, LatticeWalk → False;

 = RadiusOfGyrationTensorwalk

Out[75]= {{1977.94, -67.2011}, {-67.2011, 761.669}}

In[76]:= EigenvectorPlotwalk, 

Out[76]=
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9
Program optimization

Efficient programs: exercises9.1
One of the problems with measuring the time it takes to complete a computation is that 
computers are often busy doing many things simultaneously: checking mail, running system 

scripts in the background, and so on. To give a more accurate measure of the time spent on a 

computational task, create a function AverageTiming that runs several trials and then averages 

the results. Set up the function to return both the result and the timing, similar to Timing and 

AbsoluteTiming. Be careful that your function does not evaluate its input before it is passed 

into the body of the function.

1.

The nth triangular number is defined as the sum of the integers 1 through n. They are so named 

because they can be represented visually by arranging rows of dots in a triangular manner 
(Figure 9.1). Program several different approaches to computing triangular numbers and 

compare their efficiency.

2.

Pictorial representation of the first five triangular numbers.Figure 9.1.

Recall the Anagrams function in Section 7.2 that used Select to find words in the dictionary 

consisting of a permutation of the letters of a given word. Here is another implementation, 
converting the word to a list of characters, getting all permutations of that list of characters,
joining the characters in each sublist, and then checking against actual words in the dictionary.

3.

In[1]:= Anagrams1word_String := Modulewords,

words = MapStringJoin, PermutationsCharactersword;

DictionaryLookupx__ /; MemberQwords, x



In[2]:= TimingAnagrams1"alerts"

Out[2]= {16.3502, {alerts, alters, salter, staler}}

And here is an implementation that uses Alternatives instead of the conditional pattern 

above:

In[3]:= Anagrams2word_String := Modulechars = Charactersword, words,

words = MapStringJoin, Permutationschars;

DictionaryLookupAlternatives @@ words



In[4]:= TimingAnagrams2"alerts"

Out[4]= {0.940914, {alerts, alters, salter, staler}}

The following implementation from Chapter 7 uses regular expressions and Select but only 

checks words in the dictionary of the same length as the test word:

In[5]:= Anagrams3word_String := Modulelen = StringLengthword, words,

words = DictionaryLookupRegularExpression"\\w{" <> ToStringlen <> "}";

Selectwords, SortCharacters[#] ⩵ SortCharactersword &



In[6]:= TimingAnagrams3"alerts"

Out[6]= {0.052693, {alerts, alters, salter, staler}}

Determine what is causing the sharp differences in timing between these three implementa-
tions.

Several different implementations of the Hamming distance computation were given in 

Section 5.6; some run much faster than others. For example, the version with bit operators runs 

about one-and-a-half orders of magnitude faster than the version using Count and MapThread. 
Determine what is causing these differences.

4.

In[7]:= HammingDistance1lis1_, lis2_ :=

CountMapThreadSameQ, lis1, lis2, False

In[8]:= HammingDistance2lis1_, lis2_ := TotalBitXorlis1, lis2

In[9]:= sig1 = RandomInteger1, 106;

sig2 = RandomInteger1, 106;

In[11]:= TimingHammingDistance1sig1, sig2

Out[11]= {0.325111, 499258}

In[12]:= TimingHammingDistance2sig1, sig2

Out[12]= {0.012189, 499258}
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Consider the computation of the diameter of a set of points in d-dimensional space, d, as was 

done in Exercise 11, Section 5.1. 
5.

In[13]:= PointsetDiameterpts_List :=

MaxApplyEuclideanDistance, Subsets[pts, {2}], {1}

This function suffers from the fact that computing subsets is computationally expensive. 
Computing pairs of subsets typically is O(n2) and so the time to do this computation will grow 

quadratically with the size of the point set. Beyond about 10 000 points, the time is substantial.

In[14]:= pts = RandomReal[1, {5000, 2}];

PointsetDiameter[pts] // Timing

Out[15]= {21.2414, 1.39259}

Try to speed up the computation of the diameter by using some computational geometry. In 

particular, note that the two points contained in the diameter must lie on the convex hull of 
the point set. Use this observation to substantially reduce the number of subsets that are 

computed (see O’Rourke 1998).

Searching for numbers which are both square and palindromic can be done by using the two 

predicate functions developed earlier, SquareNumberQ (Exercise 4, Section 2.4) and 

PalindromeQ (Section 1.1). For example, using these functions, the following finds all square 

palindromic numbers below 106:

6.

In[16]:= Withn = 106,

SelectSelectRange[n], SquareNumberQ, PalindromeQ // Timing

Out[16]= {10.1161, {1, 4, 9, 121, 484, 676, 10201,

12321, 14641, 40804, 44944, 69696, 94249, 698896}}

Somewhat surprisingly, checking for palindromes first and then finding square numbers 

amongst those, is about three to four times faster.

In[17]:= Withn = 106,

SelectSelectRange[n], PalindromeQ, SquareNumberQ // Timing

Out[17]= {3.79878, {1, 4, 9, 121, 484, 676, 10201,

12321, 14641, 40804, 44944, 69696, 94249, 698896}}

Determine why this is so.

Consider the Monte Carlo approach to approximating π discussed in several places in this 

book. One way to perform the simulation is to create a large vector of random points in the 

square and count the number of such points that lie within the circle x2 + y2 ≤ 1. Here are two 

approaches, the first using Apply at level one, the second using Map:

7.
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In[18]:= pts = RandomReal{-1, 1}, 106, 2;

4. TotalApplyBoole[#1^2 + #2 ^2 ≤ 1] &, pts, {1}Length[pts] //

Timing

Out[19]= {3.31052, 3.1408}

In[20]:= 4. TotalMapBooleFirst[#]^2 + Last[#]^2 ≤ 1 &, ptsLength[pts] //

Timing

Out[20]= {0.27429, 3.1408}

Determine why the approach with Apply at level one is over an order of magnitude slower.

Solutions9.1
First, we set things up so that AverageTiming has the HoldAll attribute. This way its argument, 
the expression to be measured, does not evaluate before it is used inside the body of the 

AverageTiming function itself.

1.

In[1]:= SetAttributesAverageTiming, HoldAll

In[2]:= AverageTimingexpr_, trials_ :=

MeanTableFirstAbsoluteTiming[expr], trials

As a simple test, here we compute the time needed to invert a large matrix.

In[3]:= mat = RandomReal[1, {1000, 1000}];

AbsoluteTiming[Inverse[mat];]

Out[4]= {0.047831, Null}

And for five trials, the average time is given by the following.

In[5]:= AverageTiming[Inverse[mat], 5]

Out[5]= 0.0421236

For a compound expression, you could either enclose the subexpressions in a list or separate 

them with semicolons.

In[6]:= AverageTiming[{

mat.mat,

Inverse[mat],

Det[mat]

}, 5]

Out[6]= 0.0694276
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In[7]:= AverageTiming[

mat.mat;

Inverse[mat];

Det[mat];,

5]

Out[7]= 0.068383

Collect the results of the Table and pull out the parts needed – the timings and the result.

In[8]:= SetAttributesAverageTiming, HoldAll

In[9]:= AverageTimingexpr_, trials_ := Modulelis,

lis = TableAbsoluteTiming[expr], trials;

MeanlisAll, 1, lis[[1, 2]]



In[10]:= AverageTiming[FactorInteger[50! + 1], 5]

Out[10]= {0.739426, {{149, 1}, {3989, 1}, {74195127103, 1},

{6854870037011, 1}, {100612041036938568804690996722352077, 1}}}

A first attempt, using a brute force approach, is to total the list {1, 2, …, �} for each n.2.

In[11]:= TriangularNumber[n_] := Total[Range[n]]

In[12]:= TableTriangularNumberi, i, 1, 100

Out[12]= {1, 3, 6, 10, 15, 21, 28, 36, 45, 55, 66, 78, 91, 105, 120, 136, 153, 171, 190,

210, 231, 253, 276, 300, 325, 351, 378, 406, 435, 465, 496, 528, 561, 595,

630, 666, 703, 741, 780, 820, 861, 903, 946, 990, 1035, 1081, 1128, 1176,

1225, 1275, 1326, 1378, 1431, 1485, 1540, 1596, 1653, 1711, 1770, 1830, 1891,

1953, 2016, 2080, 2145, 2211, 2278, 2346, 2415, 2485, 2556, 2628, 2701, 2775,

2850, 2926, 3003, 3081, 3160, 3240, 3321, 3403, 3486, 3570, 3655, 3741, 3828,

3916, 4005, 4095, 4186, 4278, 4371, 4465, 4560, 4656, 4753, 4851, 4950, 5050}

In[13]:= TimingTriangularNumber107

Out[13]= {0.067392, 50000005000000}

A second approach uses iteration. As might be expected, this is the slowest of the approaches 

here.

In[14]:= TriangularNumber2[n_] := Fold[#1 + #2 &, 0, Range[n]]

In[15]:= TimingTriangularNumber2107

Out[15]= {1.40948, 50000005000000}

This is a situation where a little mathematical knowledge goes a long way. The nth triangular 

numbers is just the following binomial coefficient: 
n + 1

2
 .

In[16]:= TriangularNumber3[n_] := Binomial[n + 1, 2]
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In[17]:= TimingTriangularNumber3107

Out[17]= {0.000015, 50000005000000}

Here are the three anagrams functions from the exercise.3.

In[18]:= Anagrams1word_String := Modulechars = Charactersword, words,

words = MapStringJoin, Permutationschars;

DictionaryLookupx__ /; MemberQwords, x

In[19]:= Anagrams2word_String := Modulechars = Charactersword, words,

words = MapStringJoin, Permutationschars;

DictionaryLookupAlternatives @@ words



In[20]:= Anagrams3word_String := Modulelen = StringLengthword, words,

words = DictionaryLookupRegularExpression"\\w{" <> ToStringlen <> "}";

Selectwords, SortCharacters[#] ⩵ SortCharactersword &



Anagrams1 is the slowest. Here are the two main computations in that function. Almost the 

entire computational time is spent in the pattern matching second step below. This is because 

every word in the dictionary is compared with the list words. This brute force approach is 

clearly going to be very expensive.

In[21]:= Withchars = Characters"alerts",

Timingwords = MapStringJoin, Permutationschars;



Out[21]= {0.000828, Null}

In[22]:= TimingDictionaryLookupx__ /; MemberQwords, x;



Out[22]= {16.3338, Null}

Anagrams2, by comparison is much faster as every word in the dictionary is not being com-
pared with the list words.

In[23]:= TimingDictionaryLookupAlternatives @@ words;

Out[23]= {1.11167, Null}

But Anagrams3 is the fastest. First, it is only checking words of the same length as the test word 

“alerts”. That list is nine times smaller than the entire list of words in the dictionary. But the 

biggest speed improvement comes from the fact that it is not using the pattern matcher so 

intensively but instead is sorting lists of characters, which, for short lists, is quite fast.

In[24]:= TimingAnagrams3"alerts";

Out[24]= {0.048765, Null}
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In[25]:= LengthDictionaryLookupw__ /; StringLength[w]⩵ StringLength"alerts"

Out[25]= 10549

In[26]:= LengthDictionaryLookup[]

Out[26]= 92518

The first implementation essentially performs a transpose of the two lists, wrapping SameQ 

around each corresponding pair of numbers. It then does a pattern match (Count) to determine 

which expressions of the form SameQ[����1, ����2] return False. 

4.

In[27]:= HammingDistance1lis1_, lis2_ :=

CountMapThreadSameQ, lis1, lis2, False

In[28]:= HammingDistance2lis1_, lis2_ := TotalBitXorlis1, lis2

In[29]:= sig1 = RandomInteger1, 106;

In[30]:= sig2 = RandomInteger1, 106;

In this case, it is the threading that is expensive rather than the pattern matching with Count.

In[31]:= res = MapThreadSameQ, sig1, sig2; // Timing

Out[31]= {0.283291, Null}

In[32]:= Countres, False // Timing

Out[32]= {0.035301, 500001}

The reason the threading is expensive can be seen by turning on the packing message as 

discussed in this section.

In[33]:= On"Packing"

In[34]:= res = MapThreadSameQ, sig1, sig2;

Developer`FromPackedArray::punpack1 : Unpacking array with dimensions {1000000}. 

Developer`FromPackedArray::punpack1 : Unpacking array with dimensions {1000000}. 

The other factors contributing to the significant timing differences have to do with the fact that 
BitXor has the Listable attribute. MapThread does not. And so, BitXor can take advantage of 
specialized (compiled) codes internally to speed up its computations. 

In[35]:= AttributesBitXor

Out[35]= {Flat, Listable, OneIdentity, Orderless, Protected}

In[36]:= AttributesMapThread

Out[36]= {Protected}

In[37]:= Timingtemp = BitXorsig1, sig2;

Out[37]= {0.011554, Null}
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And finally, compute the number of ones using Total which is extremely fast at adding lists of 
numbers.

In[38]:= TimingTotal[temp];

Out[38]= {0.002223, Null}

Return the packed array messaging to its default value.

In[39]:= Off"Packing"

The key observation here is to note that the two points that make up the diameter of a set of 
points necessarily lie on the convex hull of that set of points.

5.

First, create some sample points in 3-space.

In[40]:= pts = RandomReal[1, {12, 3}];

This computes the convex hull.

In[41]:= ℛ = ConvexHullMesh[pts]

Out[41]=

This gives the coordinates of the points on the hull.

In[42]:= MeshCoordinates[ℛ]

Out[42]= {{0.943138, 0.120452, 0.295862},

{0.00281024, 0.0372368, 0.55261}, {0.323796, 0.539883, 0.176544},

{0.629912, 0.484183, 0.198963}, {0.404037, 0.786687, 0.905667},

{0.747504, 0.550974, 0.384268}, {0.715909, 0.0785744, 0.302986},

{0.648593, 0.864685, 0.186089}, {0.45307, 0.541464, 0.981177}}

So, instead of taking the subsets of the entire set of points, only take subsets from this list of 
mesh coordinates. Here then is the function from Exercise 11, Section 5.1, with this modification.

In[43]:= PointsetDiameterCH[pts_] := Module{ℛ},

ℛ = ConvexHullMesh[pts];
Max@ApplyEuclideanDistance, SubsetsMeshCoordinates[ℛ], {2}, {1}



For timing comparisons, let’s take a large point set.

In[44]:= pts = RandomReal[1, {2500, 3}];
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First, here is the computation using Subsets.

In[45]:= PointsetDiameterpts_List :=

MaxApplyEuclideanDistance, Subsets[pts, {2}], {1}

In[46]:= TimingPointsetDiameter[pts]

Out[46]= {3.41869, 1.62249}

PointsetDiameterCH is substantially faster than the approach above using all subsets.

In[47]:= TimingPointsetDiameterCH[pts]

Out[47]= {0.041134, 1.62249}

The one disadvantage to this approach is that the computation of the convex hull mesh is only 

valid for dimensions one through three.

One way to analyze the difference in this problem is to check how long it takes each of these 

predicates to pick out numbers from one to one million.
6.

In[48]:= CountRange106, p_?PalindromeQ // Timing

Out[48]= {0.37367, 0}

In[49]:= CountRange106, p_?SquareNumberQ // Timing

Out[49]= {0.385763, 0}

Clearly SquareNumberQ is slow relative to PalindromeQ for checking the same number of 
integers, so making it only check 1998 numbers rather than one million is what helps.

The mystery here is not clear until you look turn on the packed array messaging as described in 

the text.
7.

In[50]:= On"Packing"

In[51]:= pts = RandomReal{-1, 1}, 106, 2;

4. TotalBoole[#1^2 + #2 ^2 ≤ 1] & @@@ ptsLength[pts] // Timing

Developer`FromPackedArray::punpack1 : Unpacking array with dimensions {1000000, 2}. 

Out[52]= {2.47989, 3.14176}

In[53]:= pts = RandomReal{-1, 1}, 106, 2;

4. TotalBooleFirst[#]^2 + Last[#]^2 ≤ 1 & /@ ptsLength[pts] //

Timing

Out[54]= {0.282033, 3.14466}

Apply at level one (@@@), unpacks packed arrays and this step causes the significant slowdown 

in this computation.

Reset the system option.

In[55]:= Off"Packing";
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Parallel processing: exercises9.2
Many different methods can be used to smooth a noisy signal. Depending upon the nature of 
the data (periodic, for example) and the nature of the noise, some smoothing methods are 

more appropriate than others. Given a noisy signal, compare a variety of smoothing methods 

in parallel by displaying the original signal together with each smoothed version. For example, 
this displays the original signal together with an eight-term weighted moving average:

1.

In[1]:= signal = TableSin[t] + RandomReal[0.2], {t, -2 π, 2 π, 0.05};

In[2]:= ma = MovingAveragesignal, {1, 2, 6, 8, 6, 2, 1}/8;

ListPlotsignal, ma, Joined → False, True, PlotStyle → Automatic, Red

Out[3]=
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Example smoothers to consider include moving averages with different numbers of terms and 

weights, a convolution with a Gaussian kernel, a lowpass filter, and any others you might be 

familiar with (wavelets, for example).

The search for perfect numbers programmed in Exercise 6 in Section 5.1 gets bogged down for 
searches of more than one million numbers. Try to speed it up by considering the range of 
numbers searched, the built-in functions used, and the possibility of doing the computation in 

parallel.

2.

In the eighteenth century, Leonhard Euler proved that all even perfect numbers must be of the 

form 2p-1 (2p - 1) for 2p - 1 prime and p a prime number. (No one has yet proved that any odd 

perfect numbers exist.) Use this fact to find all even perfect numbers for p < 104.

3.

A common task in many areas of computational linguistics is comparing certain features of a 

text across a broad corpus. One such comparison is counting the occurrence of a certain word 

across numerous texts. This is a good problem for parallel computation. Use the parallel tools 

to import and count the occurrence of a word, say history, across four different texts. Guten-
berg.org is a good source for importing entire texts, but any available source could be used.

4.

Monte Carlo simulations are computations that use random sampling to approximate a 

numerical result. One of the classical examples is the approximation to π. The idea is to 

generate a large number of random numbers in a square and compute the proportion that lie 

within the inscribed circle (Figure 9.2). The approximation to π is four times this proportion. 
This method converges quite slowly, so a large number of points and averaging many trials is 

needed to get better approximations.

5.
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Monte Carlo simulation for approximating π.Figure 9.2.
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Use RandomReal to create points in a square, then count points inside the inscribed disk using 

two different implementations – one with a Do loop and another using the computational 
geometry machinery (RegionMember in particular). Compare the efficiency of these two 

implementations.

The following code can be used to create a plot of the Mandelbrot set. It uses Table to compute 

the value for each point in the complex plane on a small grid. We have deliberately chosen a 

relatively coarse grid (n = 100) as this is an intensive and time-consuming computation. The 

last argument to NestWhileList, 250 here, sets a limit on the number of iterations that can be 

performed for each input. Increase the resolution of the graphic by running the computation 

of the table of points in parallel. 

6.

In[4]:= Mandelbrot[c_] := LengthNestWhileList# ^2 + c &, 0, Abs[#] < 2 &, 1, 250

In[5]:= data = With{n = 100}, TableMandelbrot[x + I y], y, -1.3, 1.3,
1

n
,

x, -2, 0.6,
1

n
;

In[6]:= ArrayPlotdata, ColorFunction → "GreenPinkTones"

Out[6]=

Solutions9.2
Here is a noisy signal to work with.1.

In[1]:= signal = TableSin[t] + RandomReal[{-.25, .25}], t, 0, 4 Pi, 0.025;

Here is an eight-term moving average.
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In[2]:= ma8 = MovingAveragesignal, {1, -2, 6, 8, 6, 2, 1}/8;

ListLinePlotsignal, ma8, PlotStyle → Automatic, Red, Thickness[.005]

Out[3]=
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A six-term moving average:

In[4]:= ma = MovingAveragesignal, {1, 1, 2, 1, 1}/6;

A low-pass filter:

In[5]:= LowpassFiltersignal, .5, 31;

And a convolution with a Gaussian kernel:

In[6]:= kerneln_?OddQ := Table
Exp- k2

n2


2 π
, k, -Floor

n

2
, Floor

n

2


In[7]:= ListConvolvekernel[17], signal;
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In[8]:= ParallelTable

ListLinePlotsignal, comp,

ImageSize → Tiny,

PlotStyle → Automatic, Red, Thickness[.005],

comp, 

MovingAveragesignal, {1, -2, 6, 8, 6, 2, 1}/8,

MovingAveragesignal, {1, 1, 2, 1, 1}/6,

LowpassFiltersignal, .5, 31,

kerneln_?OddQ := Table
Exp- k2

n2


2 π
, k, -Floor

n

2
, Floor

n

2
;

ListConvolvekernel[17]6, signal



Out[8]= 
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

Here is the definition from Exercise 6 in Section 5.1.2.

In[9]:= PerfectSearch[n_] := ModuleperfectQ,

perfectQk_ := TotalDivisorsk  ⩵ 2 k ;

SelectRange[n], perfectQ

In[10]:= PerfectSearch106 // Timing

Out[10]= {8.41595, {6, 28, 496, 8128}}

We can give a speed boost by using DivisorSigma[1, �] which gives the sum of the divisors 

of k.

In[11]:= PerfectSearch2[n_] := ModuleperfectQ,

perfectQk_ := DivisorSigma1, k  ⩵ 2 k ;

SelectRange[n], perfectQ

In[12]:= PerfectSearch2106 // Timing

Out[12]= {4.72435, {6, 28, 496, 8128}}

Reduce the number of sheer computations by using the, as yet, unproven conjecture that there 
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are no odd perfect numbers (confirmed for n < 10300). Also use a pure function for the predicate 

test.

In[13]:= PerfectSearch3[n_] := SelectRange[2, n, 2], DivisorSigma[1, #]⩵ 2 # &

In[14]:= PerfectSearch3106 // Timing

Out[14]= {2.35038, {6, 28, 496, 8128}}

In[15]:= PerfectSearchParallel[n_] :=

ParallelizeSelectRange[2, n, 2], DivisorSigma[1, #]⩵ 2 # &

In[16]:= PerfectSearchParallel106 // Timing

Out[16]= {0.143826, {6, 28, 496, 8128}}

First we find those values of p for which 2p - 1 is prime. This first step is quite compute-inten-
sive; fortunately, it parallelizes well.

3.

In[17]:= primes = ParallelizeSelectRange[10 000], PrimeQ2# - 1 &

Out[17]= {2, 3, 5, 7, 13, 17, 19, 31, 61, 89, 107, 127,

521, 607, 1279, 2203, 2281, 3217, 4253, 4423, 9689, 9941}

So for each of the above values of the list primes, 2p-1 (2p - 1) will be even perfect numbers 

(thanks to Euler).

In[18]:= perfectLis = Map2#-1 2# - 1 &, primes;

And finally, a check.

In[19]:= perfectQj_ := TotalDivisorsj ⩵ 2 j;

In[20]:= MapperfectQ, perfectLis

Out[20]= {True, True, True, True, True, True, True, True, True, True, True,

True, True, True, True, True, True, True, True, True, True, True}

These are very large numbers indeed.

In[21]:= 2#-1 2# - 1 &[9941] // N

Out[21]= 5.988854963873362×105984

In[22]:= CloseKernels[]

Out[22]= KernelObject[1, local, <defunct>], KernelObject[2, local, <defunct>],

KernelObject[3, local, <defunct>], KernelObject[4, local, <defunct>]

Start by importing four texts, James Joyce’s Ulysses, Hermann Hesse’s Siddhartha, Emily Brontë’s 

Wuthering Heights, and Virginia Woolf’s Jacob’s Room:
4.

In[23]:= joyce = Import"http://www.gutenberg.org/ebooks/4300.txt.utf-8", "Text";

In[24]:= hesse = Import"http://www.gutenberg.org/ebooks/2500.txt.utf-8", "Text";

In[25]:= bronte = Import"http://www.gutenberg.org/ebooks/768.txt.utf-8", "Text";
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In[26]:= woolf = Import"http://www.gutenberg.org/ebooks/5670.txt.utf-8", "Text";

Here is the count for the word history in the James Joyce text, accounting for possible 

capitalization.

In[27]:= StringCountjoyce, "history" "History"

Out[27]= 30

And here is the computation across all four texts done in parallel.

In[28]:= LaunchKernels[];

In[29]:= ParallelTableStringCounttext, "history" "History",

text, joyce, hesse, bronte, woolf

Out[29]= {30, 0, 9, 10}

In[30]:= CloseKernels[];

First, here is the implementation using a Do loop.5.

In[31]:= PiApproxtrials_ := Modulein = 0, pt, pi, error,

pt := RandomReal[1, {2}];

DoIfTotalpt2 ≤ 1, in++, trials;

pi = N4 intrials;

error = Absπ - pi;

pi, error

In[32]:= TableFormTableJoin10i, PiApprox10i, i, 1, 6,

TableHeadings → None, "Trials", "π approx", "Error"

Out[32]//TableForm=

Trials π approx Error
10 2.8 0.341593
100 2.96 0.181593
1000 3.148 0.00640735
10000 3.1312 0.0103927
100000 3.14068 0.000912654
1000000 3.14122 0.000376654

Next, an implementation using RegionMember. Start by creating a disk and square. It is impor-
tant to use Disk and not Circle in order to then be able to use the computational geometry 

function RegionMember – Circle is a region, but a one-dimensional region consisting of the 

curve itself only.

In[33]:= RegionDimension@Circle[{0, 0}, 1]

Out[33]= 1

In[34]:= RegionDimension@Disk[{0, 0}, 1]

Out[34]= 2

In[35]:=  = Disk[{.5, .5}, .5];

 = Polygon[{{0, 0}, {1, 0}, {1, 1}, {0, 1}, {0, 0}}];
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Here is the computation for 10 000 points.

In[37]:= pts = RandomReal{0, 1}, 104, 2;

in = Selectpts, RegionMember[, #] &;

out = Complementpts, in;

4 NLengthinLength[pts], 20

Out[40]= 3.1228000000000000000

Here is an image.

In[41]:= Graphics

Opacity[.25], EdgeFormThickness[.01], Gray, , ,

PointSizeTiny, Red, Pointin, Blue, Point[out]

, Axes → True, ImageSize → Small

Out[41]=

0.2 0.4 0.6 0.8 1.0

0.2

0.4

0.6

0.8

1.0

The first implementation is much faster given that it is purely arithmetic.

In[42]:= TimingPiApprox104

Out[42]= {0.037764, {3.1388, 0.00279265}}

In[43]:= PiMonteCarlon_, prec_: $MachinePrecision := Module, , pts, in,

 = Disk[{.5, .5}, .5];

 = Polygon[{{0, 0}, {1, 0}, {1, 1}, {0, 1}, {0, 0}}];

pts = RandomReal[{0, 1}, {n, 2}];

in = Selectpts, RegionMember[, #] &;

4 NLengthinLength[pts], prec



In[44]:= TimingPiMonteCarlo104

Out[44]= {2.10258, 3.113600000000000}

But we can speed up this second implementation by using a one-argument form of RegionMem
ber to create a RegionMemberFunction object as described in Section 9.1.
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In[45]:= PiMonteCarlo2n_, prec_: $MachinePrecision := Module, , pts, in, rm, pi,

 = Disk[{.5, .5}, .5];

 = Polygon[{{0, 0}, {1, 0}, {1, 1}, {0, 1}, {0, 0}}];

pts = RandomReal[{0, 1}, {n, 2}];

rm = RegionMember[];

in = Select[pts, rm[#] &];

pi = 4 NLengthinLength[pts], prec;

pi, Absπ - pi



Let’s parallelize. First, launch the kernels and distribute the definition of PiMonteCarlo2.

In[46]:= LaunchKernels[];

In[47]:= DistributeDefinitionsPiMonteCarlo2

Out[47]= {PiMonteCarlo2, , , pts, in}

Run twenty-four simulations and then average the results.

In[48]:= ParallelTablePiMonteCarlo2106, {24}

Out[48]= {{3.141060000000000, 0.000532653589793}, {3.141440000000000, 0.000152653589793},

{3.138152000000000, 0.003440653589793}, {3.143144000000000, 0.001551346410207},

{3.140664000000000, 0.000928653589793}, {3.142020000000000, 0.000427346410207},

{3.141864000000000, 0.000271346410207}, {3.143704000000000, 0.002111346410207},

{3.143156000000000, 0.001563346410207}, {3.139856000000000, 0.001736653589793},

{3.139976000000000, 0.001616653589793}, {3.141120000000000, 0.000472653589793},

{3.141684000000000, 0.000091346410207}, {3.140172000000000, 0.001420653589793},

{3.144920000000000, 0.003327346410207}, {3.138968000000000, 0.002624653589793},

{3.141128000000000, 0.000464653589793}, {3.139412000000000, 0.002180653589793},

{3.138632000000000, 0.002960653589793}, {3.142496000000000, 0.000903346410207},

{3.142932000000000, 0.001339346410207}, {3.138740000000000, 0.002852653589793},

{3.142288000000000, 0.000695346410207}, {3.141844000000000, 0.000251346410207}}

In[49]:= Mean[%]

Out[49]= {3.141223833333333, 0.001413221132483}

As an aside, you could try parallelizing the implementation with the Do loop by using 

ParallelDo or Parallelize, but you will need to share the variable in across subkernels using 

SetSharedVariable. The cost of communication between kernels to keep track of and incre-
ment this counter is quite expensive and hence any gains in running this function in parallel 
will be erased.

In[50]:= CloseKernels[];

Only two changes are required to run this in parallel – distribute the definition for Mandelbrot 

and change Table to ParallelTable. To increase the resolution the grid now has many more 

divisions in each direction (n = 400).

6.
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In[51]:= Mandelbrot[c_] := LengthNestWhileList# ^2 + c &, 0, Abs[#] < 2 &, 1, 250

In[52]:= LaunchKernels[]

Out[52]= {KernelObject[13, local], KernelObject[14, local],

KernelObject[15, local], KernelObject[16, local]}

In[53]:= DistributeDefinitionsMandelbrot

Out[53]= {Mandelbrot}

In[54]:= data = With{n = 400}, ParallelTableMandelbrot[x + ⅈ y], y, -1.3, 1.3,
1

n
,

x, -2, 0.6,
1

n
;

In[55]:= ArrayPlotdata, ColorFunction → "CMYKColors"

Out[55]=

In[56]:= CloseKernels[];

Compiling: exercises9.3
Create a compiled function that computes the distance to the origin of a two-dimensional
point. Then compare it to some of the built-in functions such as Norm and EuclideanDistance
to compute the distances for a large set of points. If you have a C compiler installed on your
computer, use the Compile option CompilationTarget → "C" and compare the results.

1.

Modify the previous exercise under the assumption that complex numbers are given as input
to your compiled function.

2.

Padé approximants are rational functions that are often used to approximate functions whose
Taylor series does not converge. For example, the Taylor series for ln(1 + x) has poor conver-
gence on 0 ≤ x ≤ 1. Here is its third-order Padé approximant:

3.

In[1]:= PadeApproximant[Log[1 + x], {x, 0, 3}]

Out[1]=

x + x2 + 11 x3

60

1 + 3 x

2
+

3 x2

5
+

x3

20

Create a compiled function that computes the above expression for x a real number and then
evaluate a range of values from zero to two andmake a discrete plot of the differences between
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the approximated values and Log[1 + �].

Many other iteration functions can be used for the Julia set computation. Experiment with
some other functions such as c sin(z), c ⅇz, or Gaston Julia’s original function:

4.

z4 + z3 / (z - 1) + z2 / (z3 + 4 z2 + 5) + c.

For these functions, you will have to adjust the test to determine if a point is unbounded upon
iteration. Try (Abs[Im[#]] > 50 &).

Solutions9.3
First, create a test point with which to work.1.

In[1]:= pt = RandomReal[1, {2}]

Out[1]= {0.380097, 0.592515}

The following does not quite work because the default pattern is expected to be a flat
expression.

In[2]:= distReal = Compilep, _Real, SqrtFirst[p]2
+ Last[p]2

,

RuntimeAttributes → Listable, Parallelization → True

Compile::part :
Part speci�cation p〚1〛 cannot be compiled since the argument is not a tensor of suf�cient

rank. Evaluation will use the uncompiled function. 

Compile::part :
Part speci�cation p〚-1〛 cannot be compiled since the argument is not a tensor of

suf�cient rank. Evaluation will use the uncompiled function. 

Out[2]= CompiledFunction Argument count: 1

Argument types: {_Real}



Give a third argument to the pattern specification to deal with this: {p, _Real, 1}.

In[3]:= ArrayDepth[pt]

Out[3]= 1

In[4]:= distReal = Compilep, _Real, 1, SqrtFirst[p]2
+ Last[p]2

,

RuntimeAttributes → Listable, Parallelization → True

Out[4]= CompiledFunction Argument count: 1

Argument types: {{_Real, 1}}



In[5]:= distReal[pt]

Out[5]= 0.703951
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Check it against the built-in function:

In[6]:= Norm[pt]

Out[6]= 0.703951

Check that it threads properly over a list of points.

In[7]:= pts = RandomReal[1, {3, 2}]

Out[7]= {{0.73132, 0.692825}, {0.00172384, 0.878972}, {0.0588752, 0.367734}}

In[8]:= distReal[pts]

Out[8]= {1.00739, 0.878974, 0.372417}

Norm does not have the Listable attribute so it must be mapped over the list.

In[9]:= Map[Norm, pts]

Out[9]= {1.00739, 0.878974, 0.372417}

In[10]:= distReal[pts] == Map[Norm, pts]

Out[10]= True

Now scale up the size of the list of points and check efficiency.

In[11]:= pts = RandomReal1, 106, 2;

In[12]:= AbsoluteTimingdistReal[pts];

Out[12]= {0.050415, Null}

In[13]:= AbsoluteTiming[Map[Norm, pts];]

Out[13]= {0.087031, Null}

In[14]:= distReal[pts]⩵ Map[Norm, pts]

Out[14]= True

Compiling to C (assuming you have a C compiler installed), speeds things up even more.

In[15]:= distReal = Compilep, _Real, 1, SqrtFirst[p]2
+ Last[p]2

,

RuntimeAttributes → Listable, Parallelization → True, CompilationTarget → "C"

Compile::nogen : A library could not be generated from the compiled function. 

Out[15]= CompiledFunction Argument count: 1

Argument types: {{_Real, 1}}



You can squeeze a little more speed out of these functions by using Part instead of First and 

Last.

336 Essentials of Programming in Mathematica



In[16]:= distReal2 = Compilep, _Real, 1, Sqrtp[[1]]2
+ p[[2]]2

,

RuntimeAttributes → Listable, Parallelization → True, CompilationTarget → "C"

Compile::nogen : A library could not be generated from the compiled function. 

Out[16]= CompiledFunction Argument count: 1

Argument types: {{_Real, 1}}



In[17]:= AbsoluteTimingdistReal2[pts];

Out[17]= {0.07329, Null}

As an aside, the mean distance to the origin for random points in the unit square approaches 

the following, asymptotically.

In[18]:= NIntegrate x2 + y2 , {x, 0, 1}, {y, 0, 1}

Out[18]= 0.765196

In[19]:= Mean@distReal[pts]

Out[19]= 0.764885

We need to make just three slight modifications to the code from the previous exercise: remove 

the rank specification; specify Complex as the type; extract the real and imaginary parts to do the 

norm computation.

2.

In[20]:= distComplex = Compilez, _Complex, SqrtRe[z]2
+ Im[z]2

,

RuntimeAttributes → Listable, Parallelization → True

Out[20]= CompiledFunction Argument count: 1

Argument types: {_Complex}



In[21]:= pts = RandomComplex[1, {3}]

Out[21]= {0.707041 + 0. ⅈ, 0.0774789 + 0. ⅈ, 0.366904 + 0. ⅈ}

In[22]:= distComplex[pts]

Out[22]= {0.707041, 0.0774789, 0.366904}

In[23]:= distComplex[pts] == Map[Norm, pts]

Out[23]= True

Here is the Padé approximant for Log[1 + x] about zero, or order three.3.
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In[24]:= PadeApproximant[Log[1 + x], {x, 0, 3}]

Out[24]=

x + x2 + 11 x3

60

1 + 3 x

2
+

3 x2

5
+

x3

20

Create a compiled function that computes the above expression for x a real number and then 

evaluates a range of values from 0 to 2 and makes a discrete plot of the differences between the 

approximated values and Log[1 + x].

In[25]:= logC = Compilex, _Real,
x + x2 +

11 x3

60

1 + 3 x
2
+

3 x2

5
+

x3

20



Out[25]= CompiledFunction Argument count: 1

Argument types: {_Real}



In[26]:= DiscretePlotLog[1 + x] - logC[x], {x, 0, 2, .1}, PlotRange → All

Out[26]=

0.5 1.0 1.5 2.0

5. × 10-7

1. × 10-6

1.5 × 10-6

2. × 10-6

2.5 × 10-6

3. × 10-6

Here is a higher order approximant. Note the need to evaluate PadeApproximant before the 

compilation.

In[27]:= logC = Compilex, _Real, EvaluatePadeApproximant[Log[1 + x], {x, 0, 5}]

Out[27]= CompiledFunction Argument count: 1

Argument types: {_Real}


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In[28]:= DiscretePlotLog[1 + x] - logC[x], {x, 0, 2, .1}, PlotRange → All

Out[28]=

0.5 1.0 1.5 2.0

5. × 10-7

1. × 10-6

1.5 × 10-6

2. × 10-6

2.5 × 10-6

3. × 10-6

Here is the computation for the iteration function c sin(z) using c = 1 +0.4 ⅈ.4.

In[29]:= cJulia2 = Compilez, _Complex, c, _Complex, Module{cnt = 1},

FixedPointcnt++;

c Sin[#] &, z, 100, SameTest → Abs[Im[#2]] > 50 &;

cnt, CompilationTarget → "C", RuntimeAttributes → Listable,

Parallelization → True, "RuntimeOptions" → "Speed"

Compile::nogen : A library could not be generated from the compiled function. 

Out[29]= CompiledFunction Argument count: 2

Argument types: {_Complex, _Complex}



In[30]:= LaunchKernels[]

Out[30]= {KernelObject[17, local], KernelObject[18, local],

KernelObject[19, local], KernelObject[20, local]}

In[31]:= With{res = 100},

ArrayPlotParallelTable-cJulia2[x + y I, 1 + 0.4 I], y, -2 π, 2 π,
1

res
,

x, -2 π, 2 π,
1

res
, ColorFunction → ColorData"CMYKColors"

Out[31]=

In[32]:= CloseKernels[];
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10
Packages

Working with packages: exercises10.3
The following set of exercises will walk you through the creation of a package Collatz, a 

package of functions for performing various operations related to the Collatz problem that we 

investigated earlier (Exercises 5 and 6 of Section 4.1, Exercise 11 of Section 5.3, and Exercise 10 of 
Section 5.4). Recall that the Collatz function, for any integer n, returns 3 n + 1 for odd n, and n /2 

for even n. The (as yet unproven) Collatz conjecture is the statement that, for any initial 
positive integer n, the iterates of the Collatz function always reach the cycle 4, 2, 1,…. Start by 

creating an auxiliary function collatz[�] that returns 3 n + 1 for n odd and n /2 for n even.

1.

Create the function CollatzSequence[�] that lists the iterates of the auxiliary function 

collatz[�]. Here is some sample output of the CollatzSequence function:
a.

In[1]:= CollatzSequence[7]

Out[1]= {7, 22, 11, 34, 17, 52, 26, 13, 40, 20, 10, 5, 16, 8, 4, 2, 1}

Create a usage message for CollatzSequence and warning messages for each of the 

following situations:
b.

noint: the argument to CollatzSequence is not a positive integer

argx: CollatzSequence was called with the wrong number of arguments.

Modify the definition of CollatzSequence that you created in part a. above so that it does 

some error trapping and issues the appropriate warning message that you created in part b.
c.

Finally, put all the pieces together and write a package Collatz` that includes the appropri-
ate BeginPackage and Begin statements, usage messages, warning messages, and function 

definitions. Make CollatzSequence a public function and collatz a private function. Put 
your package in a directory where Mathematica can find it on its search path and then test it 
to see that it returns correct output such as in the examples below.

d.

In[2]:= Quit[];



In[1]:= << EPM`Collatz`

In[2]:= ?CollatzSequence

CollatzSequence[�] computes the sequence of Collatz iterates starting with
initial value �. The sequence terminates as soon as it reaches the value 1.

Here are various cases in which CollatzSequence is given bad input:

In[3]:= CollatzSequence[-5]

CollatzSequence::notint : The argument, -5, to CollatzSequence must be a positive integer.

In[4]:= CollatzSequencea, b

CollatzSequence::notint : The argument, a, b, to CollatzSequence must be a positive integer.

And this computes the sequence for starting value 27:

In[5]:= CollatzSequence[27]

Out[5]= {27, 82, 41, 124, 62, 31, 94, 47, 142, 71, 214, 107, 322, 161, 484, 242, 121, 364,

182, 91, 274, 137, 412, 206, 103, 310, 155, 466, 233, 700, 350, 175, 526, 263,

790, 395, 1186, 593, 1780, 890, 445, 1336, 668, 334, 167, 502, 251, 754, 377,

1132, 566, 283, 850, 425, 1276, 638, 319, 958, 479, 1438, 719, 2158, 1079, 3238,

1619, 4858, 2429, 7288, 3644, 1822, 911, 2734, 1367, 4102, 2051, 6154, 3077,

9232, 4616, 2308, 1154, 577, 1732, 866, 433, 1300, 650, 325, 976, 488, 244, 122,

61, 184, 92, 46, 23, 70, 35, 106, 53, 160, 80, 40, 20, 10, 5, 16, 8, 4, 2, 1}

Take the StemPlot function developed in Section 6.2 and create a package around it. Include a 

usage message and appropriate warning messages that are issued when bad input is supplied.
2.

Solutions10.3
Here are the definitions for the auxiliary collatz function.1.

In[1]:= collatzn_?EvenQ := n /2

In[2]:= collatzn_?OddQ := 3 n + 1

This is essentially the definition given in the solution to Exercise 5 from Section 6.2.a.

In[3]:= CollatzSequence[n_] := NestWhileListcollatz, n, # ≠ 1 &

In[4]:= CollatzSequence[7]

Out[4]= {7, 22, 11, 34, 17, 52, 26, 13, 40, 20, 10, 5, 16, 8, 4, 2, 1}

First we write the usage message for CollatzSequence, our public function. Notice that we 

write no usage message for the private collatz function.
b.
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In[5]:= CollatzSequence::usage =

"CollatzSequence[n] computes the sequence of Collatz iterates

starting with initial value n. The sequence terminates as soon

as it reaches the value 1.";

Here is the warning message that will be issued whenever CollatzSequence is passed an 

argument that is not a positive integer.

In[6]:= CollatzSequence::notint =

"First argument, `1`, to CollatzSequence must be a positive integer.";

Here is the modified definition which now issues the warning message created above 

whenever the argument n is not a positive integer.
c.

In[7]:= CollatzSequence[n_] := IfIntegerQ[n] && n ≥ 0, NestWhileListcollatz, n, # ≠ 1 &,

MessageCollatzSequence::notint, n

The following case covers the situation when CollatzSequence is passed two or more argu-
ments. Note that it uses the built-in argx message, which is issued whenever built-in functions 

are passed the wrong number of arguments.

In[8]:= CollatzSequence[_, args__] /;

MessageCollatzSequence::argx, CollatzSequence, Length[{args}] + 1 :=

Null

The package begins by giving usage messages for every exported function. The functions to 

be exported are mentioned here – before the subcontext Private` is entered – so that the 

symbol CollatzSequence has context Collatz`. Notice that collatz is not mentioned 

here and hence will not be accessible to the user of this package.

d.

In[9]:= Quit[]

In[1]:= BeginPackage"EPM`Collatz`";

In[2]:= CollatzSequence::usage =

"CollatzSequence[n] computes the sequence of Collatz iterates

starting with initial value n. The sequence terminates as soon

as it reaches the value 1.";

In[3]:= CollatzSequence::notint =

"First argument, `1`, to CollatzSequence must be a positive integer.";

A new context EPM`Collatz`Private` is then begun within EPM`Collatz. All the definitions 

of this package are given within this new context. The context 
EPM`Collatz`CollatzSequence is defined within the System` context. The context of 
collatz, on the other hand, is EPM`Collatz`Private`.

In[4]:= Begin"`Private`";

In[5]:= collatzn_?EvenQ := n /2

In[6]:= collatzn_?OddQ := 3 n + 1
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In[7]:= CollatzSequence[n_] := IfIntegerQ[n] && n ≥ 0, NestWhileListcollatz, n, # ≠ 1 &,

MessageCollatzSequence::notint, n

In[8]:= CollatzSequence[_, args__] /;

MessageCollatzSequence::argx, CollatzSequence, Length[{args}] + 1 :=

Null

In[9]:= End[];

In[10]:= EndPackage[]

After the End[] and EndPackage[] functions are evaluated, $Context and $ContextPath 

revert to whatever they were before, except that EPM`Collatz` is added to $ContextPath. 
Users can refer to CollatzSequence using its short name, but they can only refer to the auxil-
iary function collatz by its full name. The intent is to discourage clients from using collatz at 
all, and doing so should definitely be avoided, since the author of the package may change or 
remove auxiliary definitions at a later time.

Here is the code for the StemPlots package.2.

In[11]:= BeginPackage"EPM`StemPlots`"

Out[11]= EPM`StemPlots`

In[12]:= StemPlot::usage =

"StemPlot[����] returns a stem plot of the discrete data, ����.";

In[13]:= StemPlot::badarg = "The first argument to StemPlot must be a list of numbers.";

In[14]:= OptionsStemPlot = OptionsListPlot;

In[15]:= Begin"`Private`"

Out[15]= EPM`StemPlots`Private`

In[16]:= StemPlotlis_, opts : OptionsPattern[] :=

IfMatchQlis, __?NumericQ,

ListPlotlis, opts, Filling → Axis,

MessageStemPlot::badarg



In[17]:= End[]

Out[17]= EPM`StemPlots`Private`

In[18]:= EndPackage[]

After saving in an appropriate location, this loads the package:

In[19]:= << EPM`StemPlots`

Check the usage message:
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In[20]:= ?StemPlot

StemPlot[����] returns a stem plot of the discrete data, ����.

And try some sample input:

In[21]:= data = RandomInteger[{-5, 10}, 12];

StemPlotdata

Out[22]=

2 4 6 8 10 12

-4

-2

2

4

6

8

In[23]:= StemPlotdata,

PlotStyle → DirectivePointSizeMedium, FillingStyle → Red



Out[23]=

2 4 6 8 10 12

-4

-2

2

4

6

8
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